
Thank you. Two of my coauthors are here today, Derek…and the first author, Zander.
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Let us begin with breakdown of the lighting factors in this scene
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Here’s the scene with direct illumination and no materials. 

What I want you to notice is that most of the scene is in shadow with respect to the 
sun and receives zero direct illumination.

Instead, the dominant lighting for this scene
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Is multiple-bounce indirect global illumination from the sun and the sky, reflected 
from matte surfaces towards the camera. Here is the lighting computed by our 
technique.
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Our method works by ray-tracing radiance irradiance probes in real time.

The pink spheres are a visualization of the locations of the probes.

Unlike previous light probes, these have visibility information that makes them 
robust
And are computed continuously and incrementally

Here is a comparison of the new method to…
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Flat ambient light instead of global illumination

6



To classic irradiance probes…
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And our result. This is a very similar data structure to the irradiance probes used 
extensively today.

The improvement in quality is because of that visibility information, which ensures 
that lighting is interpolated between probes in ways that respect the scene 
geometry.

And this operates in a few milliseconds per frame …
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…with dynamic cameras, geometry, and lights.
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What is now popularly called “diffuse global illumination” is technically irradiance 
field.

The irradiance at a point X with surface normal n is the integral of incident radiance 
over all directions omega weighted by the projected area.

This is a term often modulated by one minus Fresnel reflection and applied as the 
matte/Lambertian lobe of the material’s scattering function. It describes most of the 
light in typical scenes.

Note that we are NOT talking about Radiosity here. Radiosity is the outgoing light in a 
scene that is entirely Lambertian. Irradiance is incoming light from a scene with all 
kinds of materials…it just describes the term that you need for the diffuse part of the 
last bounce, where you compute the glossy part using some kind of environment map 
or ray tracing and have a full lighting solution.

It was first described as a field to be sampled for rendering by Greger, Don 
Greenberg, and Pete Shirley in 1998, and there’s been a lot of work since on good 
data structures for computing or storing it…
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Because diffuse GI is so important, there have been a lot of techniques for simulating 
it and every real-time system uses one.

Let me focus on one problem that many of these have in common,

which is handling visibility when lighting is sampled into an

intermediate world, camera, or screen-space data structure…which all of these do.

This is not specific to irradiance probes, but I will use that example because it is 
what our algorithm builds on…

11



Irradiance probes have been with us since 1998 and are supported by most engines 
today. Fill the world with small probes that measure and store diffuse GI. Usually 
prebaked, although Enlighten can update them at runtime.

Probes might be cube maps, spherical harmonics, octahedral maps, etc.

The quality is excellent in the best case. 
However, they “leak” light and shadow when sampled away from the probe centers…
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These slides are from a Treyarch presentation at SIGGRAPH. Everybody has the same 
problem.

If the lighting changes radically near a probe because of a wall, they can bleed light 
inside of a room from outside sun.
Or bleed darkness outside. For the image on the top, the bright area on the ceiling is 
sunlight on the roof bleeding in.

If the probe lands inside of a wall, then all that it sees is darkness and it bleeds 
shadow everywhere. The dark shadow on the door on the lower right image is 
because the probe behind the door is bleeding shadow out.

The state of the art is to have artists manually move each probe to a good location 
and manually place blocker geometry to divide inside and outside. That is another 
huge workflow cost. This is what Hooker’s talk was actually about: the tool that they 
created to help artists manually inject visibility information.

Moving the probes also doesn’t help if you want to get to runtime dynamic probe 
lighting. If you update lighting at runtime, then dynamic geometry or a character 
might be covering up a probe no matter where you place it.

I’m explaining the leaking issue for probes because that’s where we’re going to fix it 
today. But leaking is a problem for all GI solutions…
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For example, here are shadow maps leaking due to interpolation problems at corners 
and parameterization seams. The same thing happens for voxels, light propagation 
volumes, reflective shadow maps, virtual point lights, and even per-pixel path tracing 
when denoising on the result.

Our contribution is to avoid this leaking…
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We also support fully dynamic scenes with hardware-accelerated ray tracing.

The reference code is available online at JCGT.
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For each probe, we trace a set of rays in a low discrepancy spherical Fibonacci 
pattern. The pattern rotates every frame to avoid aliasing.

We pack the ray hits together into a ray traced G-buffer and then run the usual 
deferred shading pass on it.

Note that we’re using the full scene geometry with no LOD for the trace and the full 
deferred shader.

Here is a close view of the layout of the texture data structures in step 2
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This is an octahedral projection of each probe’s sphere into a square

We then pack thousands of those tiny squares into two texture maps.

Irradiance is low frequency with respect to angle, so is stored at lower resolution 
than the depth data.

Every texel here represents the convolution with a cosine hemisphere for irradiance 
and a power-cosine for depth.

We store radial distance and distance squared…

18



Because that allows us to reconstruct a gaussian model of depth within a texel and 
filter it via exponentially-weighted moving mean and variance.

Here I’m showing a top view of one probe in pink and some gray geometry. The green 
rays all contribute to a single texel. The resulting mu and sigma describe the 
distribution of depths within that texel.

This compact model allows us to perform a Chebychev statistical visibility test when 
interpolating shading.

Similar ideas have been used for variance shadow maps, moment shadow maps, 
moment order-independent transparency. 

Some problems with leaking on those because shadow maps simultaneously cover 
huge depth ranges (tens to thousands of meters) and have tiny texels in world space 
(few cm)
Works better for irradiance because the grid is much coarser than the geometry. 
Probes are on a 1m grid and only need visibility accurate within 1m.

That’s how we update and encode the probes. Now let me show you how to sample
lighting from them during shading.
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You have a point on some triangle that you’re trying to shade. Forward, deferred, ray 
traced, volumetric marching, etc.

Let’s call it X and the surface normal n.
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There are eight probes forming a cube around the point. It may be a distorted square 
if the optimizer or artist moved the probes, but we compute this in regular grid 
space.

Iterate over the probes. For each probe P:
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Compute a smooth backface weight. This is a really inexpensive visibility 
approximation based on wrap shading. It reduces the impact of lighting sampled 
behind the surface on the front face., since the surface itself probably changes the 
lighting.
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Then compute an adjacency weight by trilinear interpolation across the three axes of 
the cue of probes. This allows us to smoothly transition between probes in 3D space.
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Finally, the big one. Read back the gaussian depth model and apply Chebyshev’s 
statistical test. This tells us how much of the gaussian is past a certain point. In our 
case, we want to know the fraction of the probe is obscured by walls.
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The performance is highly tunable because you can change the resolution of the grid, 
the screen, and the textures as well as control the number of rays per probe per 
frame. 

With the settings from the results that I am about to show, the fully-dynamic GI takes 
2.6 milliseconds per frame.

26



27



28



29



30



31



32



33



34



35



36



37



38



39



40



41



42



43



Here are some limitations of the work as published which we’re now working on as 
follow-up.

In areas where there are two facing walls without a probe in between some fallback 
approximation is needed because there are no samples. Sharp concave corners are an 
extreme example of this.

Because of the amortization, if there is a radical change in direct illumination it can 
take several frames for the indirect to update. 

By constant factor performance optimization, we can increase the rays per probe and 
reduce the hysteresis within the same budget. 

I showed you 64 rays per probe in 2.5 ms; our latest implementation is up to 256 rays 
in 1.5 ms.
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The biggest optimization is to offload the probe rendering to the cloud.
Local desktop + mobile VR HMD = high quality dynamic GI on low-end hardware.
For a multiplayer environment, server side computation amortizes over multiple 
users. 
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You can also run an optimizer to move them around static geometry for even better 
resolution, and I’ve cited some research explaining how to do that.

And artists can manually move any probe within its grid cell. Unlike classic irradiance 
probes, they don’t HAVE to move, them, though.

Just like you would with shadow maps, terrain, or voxels, you should put the probes 
in cascades to cover large regions.
Coarse cascades update much less frequently and cover a large region.

Disable visibility on very coarse cascades to halve memory and shading cost.

Let’s look at the active probes around the camera
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